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IP Address Lookup
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Abstract— Address lookup is an essential function in the
Internet routers that should be performed in wire-speed. A lot
of address lookup algorithms have been widely studied. Among
them, we have thoroughly investigated the binary-search-based
address lookup algorithms. Most of the existing binary search
schemes perform binary search on prefix values, and hence the
lookup speed is proportional to the length of prefixes or the
log function of the number of prefixes. The previous algorithm
based on binary search on prefix lengths has superior lookup
performance than others. However, the algorithm requires very
complicated pre-computation of markers and best matching pre-
fixes for internal nodes. This complicated pre-computation makes
the composition of the routing table and the incremental update
difficult. In this letter, a new IP address lookup scheme based
on binary search on prefix lengths is proposed. The performance
evaluation results show that the proposed scheme has very good
performance in the lookup speed and the scalability.

Index Terms— IP address lookup, binary trie, binary search,
binary search on prefix length, leaf pushing.

I. INTRODUCTION

IN recent years, as the significant increase in the volume of
the Internet traffic due to new application programs such

as video streaming, interactive games, and instant messenger,
internet protocol (IP) address lookup in the Internet routers
becomes a major bottleneck which obstructs fast exchange of
data [1]. IP address has a hierarchical structure of network
part (prefix) and host part. In classless inter-domain routing
(CIDR) structure, the prefix length of IP address is not fixed
and can have an arbitrary length. Therefore, the IP address
lookup under CIDR should perform the longest prefix match
operation. This implies that IP address lookup algorithms are
much more complex than exact match algorithms. Moreover,
the address lookup should be performed in wire-speed for
every incoming packet as well as it should work well with
a huge routing table. The performance of IP address lookup
highly depends on the number of memory accesses for table
lookups since memory access is the most time consuming
operation in the lookup process.

We have performed thorough research on the various ad-
dress lookup algorithms related to binary search and proposed
a new algorithm based on binary search on prefix lengths in

Manuscript received December 23, 2005. The associated editor coordinat-
ing the review of this letter and approving it for publication was Prof. Christos
Douligeris. This research was supported by the Ministry of Information and
Communications, Korea, under a HNRC-ITRC support program supervised
by IITA.

J. Mun and H. Lim are with the Information Electronics Engineering Dept.,
Ewha W. University, Seoul, Korea (e-mail: hlim@ewha.ac.kr).

C. Yim is with the Dept. of Internet and Multimedia Engineering, Konkuk
University, Seoul, Korea.

Digital Object Identifier 10.1109/LCOMM.2006.06012.

this letter. While the previous algorithm of binary search on
prefix length requires complicated pre-computation of markers
and best matching prefixes (BMP) in internal nodes, the
proposed algorithm uses leaf-pushing instead. The proposed
scheme performs the naive binary search on prefix length in
the leaf-pushed tree. The proposed algorithm also provides
scalability toward large routing table.

II. PREVIOUS WORKS

Binary trie [1]: Trie is a tree-based data structure which
applies linear search on length. Routing information of each
prefix resides in a node of trie, in which the routing informa-
tion of length i prefix locates in level i of the trie. Hence a
lot of internal nodes which are not associated with prefixes
are created in the trie. Because of these empty internal nodes,
memory storing a routing table is wasted. Search proceeds
to the left or right at each node according to the sequential
inspection of address bits starting from the most significant bit.
The worst-case number of memory accesses for an address
lookup is 32 for IPv4. In order to reduce the number of
memory accesses for address lookup, multi-bit tries have been
studied, in which more than one bit are inspected at a time.

Leaf-pushing [2]: Leaf-pushing relocates each internal
node prefix of the binary trie into its leaves so that prefixes are
only located in leaves of the trie. For an example trie which
has 3 prefixes, 0*, 000*, and 0010*, the leaf-pushed trie has
4 prefixes, 000*, 0010*, 0011*, and 01*. Prefixes, 01* and
0011*, have inherited routing information from the prefix 0*.
Although the number of prefixes is increased, every prefix is
disjoint in a leaf-pushed trie.

Binary prefix tree (BPT) [3]: This scheme attempts to
perform binary search on prefix values. In order to perform
the binary search on prefix values, prefixes should be sorted
according to their values. Binary prefix tree (BPT) scheme
provides a set of new definitions for comparison of prefixes
of different lengths. For two prefixes of different lengths,
assuming m is the length of the shorter prefix, the first m bits
are compared. The prefix having the bigger value is defined as
a bigger prefix. If they are the same, then the (m+1)-th bit of
the longer prefix is checked. If the (m+1)-th bit is 1, the longer
prefix is bigger, and otherwise the shorter prefix is bigger.
The BPT does not have empty internal nodes, and hence it
has the advantage in required memory size. However, binary
search on this sorted list has a limitation that an ancestor prefix
should be compared earlier than its descendent. Depending on
the depth of prefix hierarchy, tree depth could become very
large as shown in the simulation result in Section IV. As an
attempt to reduce the depth of tree, weighted binary prefix tree
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Fig. 1. Waldvogel’s binary search on length [8].

(WBPT) [4] considers the number of descendents in selecting
the root of each level, and hence the constructed WBPT has
a shorter depth and is more balanced than BPT. Using the
fact that disjoint prefixes construct a perfectly balanced tree,
multiple balanced prefix trees (MBPT) [5] constructs multiple
balanced trees only with disjoint prefixes. Disjoint prefix tree
(DPT) [6] constructs the BPT for leaf-pushed prefixes, and
hence it is a perfectly balanced tree for the extended set of
prefixes generated by the leaf-pushing.

Binary search on range (BSR) [7]: While the exact match
problem has a single dimension of value, the longest match
problem has dual dimensions, value and length. The binary
search on range (BSR) treats each prefix as an interval which
has a start address and an end address. For each prefix, the
start and the end addresses are defined by padding zeros and
ones to the maximum length, respectively. Hence the length
dimension is completely removed in BSR. For each disjoint
interval, the scheme has pre-computed best matching prefix
(BMP), and binary search is performed on the list of intervals.
The number of elements included in the list of this scheme
could be the twice of the actual number of prefixes in the
worst case. Incremental update is not possible because of the
pre-computation of BMPs in each interval.

Waldvogel’s binary search on length [8]: Waldvogel’s
algorithm uses binary search for prefix length and hashing
for prefix value. This algorithm separates the binary trie
depending on the level of trie and stores nodes to a hash table
of that level. The basic assumption of this scheme is that if
there is a matching prefix in the current level, there exists a
longer prefix, and if there is no match in the current level,
there does not exist a longer prefix. However, there could still
exist a longer prefix even though there is no matched prefix
in the current level as well as there may not exist a longer
prefix even though there is a matched prefix in the current
level. Hence this is contradictory to the basic assumption of
this scheme. In order to solve this contradiction, this scheme
uses pre-computation. Markers are pre-computed and stored
to empty internal nodes in order to indicate the existence of
prefixes with longer lengths. However, since markers do not
cover every prefix, markers could mislead the binary search.
For example, search goes on to the longer lengths because of
a marker, but there is no matching prefix in longer length. In
this case, the binary search has to go back to the marker and
move to the other direction, and hence a backtracking problem
occurs. Backtracking is not preferred because it increases the
search time. To avoid the backtracking, this scheme requires

Fig. 2. Proposed binary search on length in a leaf-pushed trie.

storing pre-computed BMP for each marker. In case that the
search is failed since marker directs the search into the wrong
direction, the BMP of the marker is remembered and returned.
We have shown an example of this algorithm in Fig. 1. As
shown, levels with priorities such as level 2 and level 3 are
required storing markers and their BMPs. This algorithm has
advantages in the average number and the worst-case number
of memory accesses for the address lookup. However, because
of the complicated pre-computation of markers and BMPs,
incremental update is not possible.

III. THE PROPOSED ALGORITHM

If markers and their BMPs in the Waldvogel’s binary
search on length scheme are removed, the complicated pre-
computation is not required. This is the major motivation of
our work. If a matched internal node can guarantee that there
is a matching prefix in longer lengths, there is no reason to
pre-compute both of markers and their BMPs. As discussed
earlier, in a leaf-pushed trie, every leaf is filled with prefixes,
and hence a matched internal node guarantees a prefix of
longer length. We propose to perform binary search on length
on the leaf-pushed trie in this letter. There are three cases
in the binary search on length in a leaf-pushed binary trie.
Firstly, if the accessed node by hashing is a prefix, the search
is over because every prefix is located in a leaf. Secondly,
if the accessed node is an internal node, the search procedure
goes onto the longer length since an internal node guarantees a
prefix in a leaf with longer length (if there is a matched prefix).
Third, if there is neither a matching prefix nor a matching
internal node in the current length, then the search procedure
goes onto the shorter length. Therefore, with the leaf-pushed
routing data, the naive binary search on length is performed
without pre-computing markers and their BMPs.

Using the same prefix set shown in Fig. 1, Fig. 2 shows the
leaf-pushed trie. For an example input address of 001100, the
node 00* is accessed first. The node 00* is an internal node,
and hence the search goes to length 3. The node 001* is also
an internal node which directs the search to a longer length.
In length 4, the input address matches with the prefix 0011*.
The search returns the prefix P1 and the search is over. In
case that the input address is 110000, the node 11* in length
2 is accessed first. Because it is an internal node, the search
goes to length 3, but there is no matching node in length 3.
The search needs to move onto a shorter length, but there is
no length between 2 and 3, and hence the search returns no
match and the default route information is used in this case.
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TABLE I

PERFORMANCE EVALUATION RESULTS

N Np Nt Ta Tmin , M(kB)
Tmax

MAE-West1 14553 19968 82669 2.12 1, 5 402.4
Aads 20204 25751 105243 2.07 1, 5 512.6

MAE-West3 29584 42908 127019 2.41 1, 6 619.5
PORT80 112310 145267 299899 3.59 1, 6 1430

Grouptlcom 170601 203093 411122 3.58 1, 6 1960
TELSTRA 227223 285741 576370 3.79 1, 6 2750

Building the routing table is as follows. After building a
binary trie, leaf-pushing is performed to make a leaf-pushed
binary trie. For every node in each length, a hash pointer is
obtained, and node value and type (internal node, leaf prefix,
or leaf-pushed prefix) is stored into the entry pointed by the
hash pointer.

Incremental update is partially possible in the proposed
scheme. If a new prefix is added, the new prefix is searched
first. The search result is belonged to one of the following 3
cases. The first case is that the new prefix corresponds to a leaf.
In this case, the update is simply done by replacing the existing
prefix with the new one. The second case is that the new prefix
corresponds to an internal node. In this case, by performing
the leaf-pushing for the new prefix, leaves are replaced with
the new prefix only if the new prefix is longer than a stored
prefix. The third case is that there is neither a matching prefix
nor a matching internal node with the new prefix. In this case,
a leaf is created for the new prefix in the corresponding length,
and a path to the root should be examined. If a prefix is
encountered in the path, prefix insertion is done with pushing
the encountered prefix to leaves.

IV. PERFORMANCE EVALUATION

As in Waldvogel’s binary search on length, assuming a
perfect hash function is given for a set of routing data, the
simulation results confirm that the proposed algorithm works
very well. The asymmetric binary search is performed to
search the length 24 and 16 at earlier steps. Table I shows
performance evaluation results of our proposed scheme using
real routing data in terms of the number of routing prefixes
(N ), the number of prefixes after leaf-pushing (Np), the
number of entire nodes (Nt) including prefixes and internal
nodes, the average number of memory accesses (Ta) for an
address lookup, the minimum and the maximum number of
memory accesses (Tmin, Tmax), and the memory requirement
(M ) for various sizes of routing data. As shown, the proposed
binary search on length scheme shows very good performance
in the number of memory accesses for an address lookup while
requiring a reasonable amount of memory. The Table I also
shows that the proposed scheme is very good in scalability
toward large routing data.

We have performed extensive simulations on existing binary
search schemes, one with 112k entries and the other with
227k entries. Table II and Table III show the performance
comparison in terms of the worst-case number of memory
accesses (Tmax) for an address lookup, the average number
of memory accesses (Ta), the memory requirement (M ),

TABLE II

PERFORMANCE COMPARISON FOR PORT80 ROUTING DATA

Tmax Ta M(MB) Np

Binary Trie [1] 32 22.15 1.29 -
2-bit Trie [1] 16 11.76 1.73 113940

BPT [3] 44 25.82 1.25 -
WPT [4] 36 20.44 1.25 -
DPT [6] 18 16.20 0.85 145267
BSR [7] 18 11.42 0.95 184373

Waldvogel [8] 6 3.78 1.29 -
Proposed scheme 6 3.59 1.43 145267

TABLE III

PERFORMANCE COMPARISON FOR TELSTRA ROUTING DATA

Tmax Ta M(MB) Np

Binary Trie [1] 32 26.64 2.59 -
2-bit Trie [1] 16 12.98 3.78 269073

BPT [3] 66 30.80 2.60 -
WPT [4] 39 23.96 2.60 -
DPT [6] 19 17.16 1.64 285741
BSR [7] 19 11.07 1.76 352018

Waldvogel [8] 6 3.93 2.59 -
Proposed scheme 6 3.79 2.75 285741

and the number of prefixes after leaf-pushing (Np). For the
average number of memory accesses, the proposed scheme is
slightly better than Waldvogel’s algorithm since search in the
proposed scheme is finished earlier for the case that markers
in the Waldvogel’s algorithm direct the search into the wrong
direction. The proposed algorithm requires slightly larger
memory than Waldvogel’s algorithm because of leaf-pushed
prefixes. As shown in Table II and Table III, the Waldvogel’s
algorithm and the proposed algorithm show significantly better
performance than others in the worst-case number of memory
accesses (Tmax) and in the average number of memory
accesses (Ta) while requiring a little bit larger memories.
In conclusion, the binary search on length algorithms are
efficiently used for the wire-speed address lookup with huge
routing data in the Internet routers.
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