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Efficient Binary Search for IP Address Lookup
Changhoon Yim, Member, IEEE, Bomi Lee, and Hyesook Lim, Member, IEEE

Abstract— As an essential function in internet routers, address
lookup determines overall router performance. The most im-
portant performance metric in software-based address lookup
is the number of memory accesses since it is directly related
to lookup time. This letter proposes an algorithm to perform
efficient binary search for IP address lookup. The depth of the
proposed binary tree is very close to the minimum bound, and
hence it results in much smaller number of worst case memory
accesses compared to previous schemes. The proposed algorithm
requires comparably small size of memory, and it can be used
for software-based address lookup in practical internet routers.

Index Terms— Longest prefix matching, address lookup, bi-
nary trie, binary tree, ancestor, descendant, balance degree.

I. INTRODUCTION

ADDRESS lookup is one of the most challenging tasks for
internet routers since it should be performed in real-time

for each incoming packet, in which packet arrival rates have
been dramatically increased. The address lookup problem in
routers requires searching the longest prefix that matches with
the destination address of incoming packet from forwarding
table [1]. A lot of algorithms and architectures performing
the longest prefix match have been proposed. They can be
categorized as hardware-based schemes and software-based
schemes. Using ternary content addressable memory (TCAM),
most of the hardware-based schemes are implemented with a
dedicated hardware embedded into a switch ASIC [2]. In this
case, high speed packet forwarding is achieved but it is hard
to modify address lookup algorithms. Software-based schemes
are implemented in generic processors and used for low
cost implementation in small-sized access routers. The most
important performance measure in software-based schemes
is the number of memory accesses which is directly related
to packet processing time. The required memory size for
storing routing table and the flexibility in table update are also
important factors. Scalability in both the number of routing
entries and the length of prefixes needs to be considered as
well. In this letter, we propose a software-based IP address
lookup scheme which shows very good performance in the
number of memory accesses while requiring a small size
memory.
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Fig. 1. Binary trie.

II. PREVIOUS WORKS

A. Hashing-Based Schemes

Hashing has been popularly used for exact match address
lookup. For longest prefix matching of network layer address
lookup, prefixes are organized by their prefix lengths, and
sequential search on each length is performed. One of the well
known approaches is the binary search on length and hashing
on value [3]. However, this approach requires pre-computation
for best matching prefix (BMP) and markers indicating the
existence of longer prefixes. Moreover, it assumes the perfect
hash function for a given prefix distribution. Multiple hashing
and parallel processing in each prefix length was proposed in
order to minimize collisions and search time [4]. Grouping a
routing table into 4 memory modules based on the statistics
of prefix distribution was proposed in [5].

B. Trie-Based Schemes

Trie is a tree-based data structure which applies linear
search on length. Each prefix resides in a node of trie, in
which length i prefix locates in level i of the trie. At each
node, search proceeds to the left or right according to the
sequential inspection of address bits starting from the most
significant bit [1]. Fig. 1 shows the binary trie constructed for
the sample set of 10 prefixes, {01, 11, 101, 111, 0001, 1010,
10011, 10110, 1011001, 1011011}. In Fig. 1, black nodes
correspond to prefixes, and white nodes correspond to empty
nodes. Since the maximum prefix length is 7 in this set, the
binary trie has the depth of 7.

The binary trie is a natural way to represent prefixes, but it
is not balanced and wastes memory space by including empty
internal nodes. Multi-bit trie inspects more than one bit at
a time [1], and level-compressed trie applies multi-bit trie
with path compression technique [6]. In order to save memory
by compression, Lulea algorithm uses prefix expansion to
disjoint-prefix set by leaf pushing [7], but it requires a lot
of pre-processing and hence not allow incremental updates.
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Fig. 2. Prefix tree by Yazdani et al. [9].

C. Binary Search Schemes

Binary search also has been popularly used for exact match
address lookup, but it has not been used for IP address lookup
since prefixes of different lengths are not directly compared.
The range search approach [8] gets rid of the length dimension
of prefixes and performs a binary search on disjoint intervals
of addresses. However, the worst case number of intervals is
equal to the twice of the number of prefixes, and BMP must
be pre-computed for each basic interval. Yazdani et al. [9]
proposed a binary search by defining the comparison on values
of two different length prefixes. In their definition, for two
prefixes having different lengths, shorter length sub-strings are
compared, and the prefix with bigger (smaller) numerical value
is defined bigger (smaller). If shorter length sub-strings are
equal, then the next bit of longer length prefix is considered.
If the bit is 1, then the longer length prefix is bigger, and
otherwise, the shorter length prefix is bigger.

Fig. 2 shows the binary tree built by the algorithm in [9].
Compared with the trie shown in Fig. 1, the binary tree of
Fig. 2 has excellent properties in required number of memory
accesses and storage due to not including empty internal
nodes. However, the constructed tree is highly unbalanced
since it has a restriction that ancestors (gray nodes) should
be located in upper level than their descendants (black nodes
whose substring is the same as an ancestor) for proper binary
search. Here we claim that if we choose better roots in each
level, the more balanced tree is constructed and hence the
required number of memory accesses is reduced even further.
The proposed scheme in this letter is to construct a more
balanced binary tree by considering the number of descendants
belonged to each ancestor in choosing roots of each level.

III. THE PROPOSED BINARY TREE

If we scan through the prefixes in the trie in Fig. 1 from
left to right, they are listed as follows, {0001, 01, 10011,
1010, 101, 1011001, 10110, 1011011, 11, 111}. This is the
same list as when we sort prefixes using the definition in [9].
However, the binary search is not directly applied in this sorted
list since we have to find out the longest matched prefix. For
example, for input 10110000, by comparing with the middle
of the sorted list which is the prefix 1011001, the search will
be directed to the left of the list since the input is smaller
than the middle. The search fails since the longest match of
the input is the prefix 10110 which exists in the right of the
list. (Even though we select the prefix 101 as the middle, the
search will fail for some other inputs anyway).

In order to construct the prefix tree which performs the
proper binary search, the algorithm in [9] recursively con-
structs sorted lists of disjoint prefixes only and select the

Fig. 3. The proposed binary tree.

TABLE I

THE PROPOSED ROUTING TABLE

Valid Prefix Left Right
0 1 0001 - -
1 1 01 0 2
2 1 10011 - 3
3 1 1010 - -
4 1 101 1 6
5 1 1011001 - -
6 1 10110 5 8
7 1 1011011 - -
8 1 11 7 9
9 1 111 - -

middle one as the root of the list. Descendents are added to the
list only when their ancestors are selected as the root of the
current list. For the example set, the first sorted list is {0001,
01, 10011, 101, 11} and the prefix 10011 is selected as the
root of the first level since it is the middle one. We argue that
the root chosen in this way makes the tree unbalanced.

A. Building the Proposed Binary Tree

We define the number of descendants belonged to each
prefix (including the prefix itself) as the weight of the prefix
and propose to choose the root of each level by considering
the weight of each prefix. For the above example, the list
becomes {0001(1), 01(1), 10011(1), 101(5), 11(2)} in which
the numbers included in parenthesis represent the weight
of each prefix. The half of the total weight 10 is 5, and
hence the fifth prefix (which is belonged to an ancestor prefix
101) should be the root of the current list. However, since
descendant prefix should be located in lower level than its
ancestor, the prefix 101 is selected as the root of the current
list instead. Consequently, the descendants of the prefix 101
are added to the list in sorted order, and we have the left
list, {0001(1), 01(1), 10011(1), 1010(1)} and the right list,
{10110(3), 11(2)}. The roots of the second level are 01 and
10110, and this process is repeated. By considering the weight
of each prefix in choosing root of each level, ancestors are
selected earlier than [9] with high probability, and this is the
rationale behind that the proposed tree is more balanced. Fig. 3
shows the binary tree built by the proposed algorithm, and as
shown, the constructed tree is more balanced. Table I shows
the routing table for the proposed tree.

B. Searching in the Proposed Binary Tree

Each entry of the proposed routing table has an out port
pointer (not shown in Table I for simplicity) and two pointers
indicating the location of its children. Search follows the left
pointer if the input is smaller than the prefix of current entry
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and follows the right pointer otherwise. Search finishes with
no more pointers to follow. Each new match is the current
best match, and hence the out port pointer is remembered.

C. Updating in the Proposed Binary Tree

Deleting a prefix from the proposed routing table resets the
valid bit. The deleted prefix is used to compare with input, and
the corresponding child pointer is used to direct the search, but
the out port pointer of the deleted entry is not remembered.
Inserting a new prefix is easy if it is disjoint or it is not an
ancestor of any prefix. In this case, it is just added as a leaf
of the tree. However, if a newly added prefix is an ancestor of
some prefixes, all of its descendants are affected and this is not
an easy task. One possible solution is to use leaf pushing [1]
which pushes the newly added prefix to leaves so that they are
disjoint with others and add them to leaves. For example, if
we want to add a prefix 1011 into the example routing table,
we need to add 10111 instead to the leaf of the tree since
there exists a descendant prefix 10110. The more we add new
prefixes to leaves of tree, the less balanced the tree will be,
and hence we assume that the table is rebuilt once in a while.

D. Balance Degree

Let N and L be the total number of prefixes and the
depth of a prefix tree of a routing table, respectively. The
relationship between N and L is 2L − 1 ≥ N , and hence
L ≥ log2(N + 1). Let Lmin represent the minimum bound in
the depth of a prefix tree. Since Lmin should be an integer,
Lmin = �log2(N+1)�, where �·� represents the ceil operation.
We define that a prefix tree is optimally balanced if the depth
of the prefix tree is the same as the minimum bound, i.e.,
L = Lmin. As the L becomes larger for a given number
of prefixes, the prefix tree is more unbalanced. In order to
quantify the degree of balance, we define the balance degree
Db as

Db = (W − L)/(W − Lmin) (1)

where W represents the maximum length of prefixes. In
Eq. (1), the balance degree Db has a value between 0 and
1. If a tree is optimally balanced, then the balance degree Db

is equal to 1. As the balance degree Db becomes smaller, the
tree is more unbalanced. The tree depth L of the proposed
tree in Fig. 3 is 4 which is the same as Lmin, and hence it is
optimally balanced, and the balance degree Db is 1.

IV. SIMULATION RESULTS AND

PERFORMANCE COMPARISON

The proposed binary tree is simulated with data obtained
from actual backbone routers with different number of pre-
fixes. The computational time overhead building the proposed
binary tree is 0.4% to 0.8% more compared with the binary
tree of [9]. Table II shows the performance comparison of the
proposed binary tree with binary trie [1], the range search [8],
and the binary tree of [9] in terms of the tree depth L,
the balance degree Db, and the average number of memory
accesses. In Table II, the number of entries of the range search
is expanded as shown, but overall performance is comparably
better than others. The proposed binary tree is slightly better

TABLE II

COMPARISON IN TREE DEPTH, BALANCE DEGREE, AND AVERAGE

NUMBER OF MEMORY ACCESSES

Mae Pac Mae Mae Funet
West-1 Bell West-2 East

EntryNo N 14533 20519 29584 39464 40905
MinDepth Lmin 14 15 15 16 16

Binary L 30 32 32 30 32
Trie [1] Db 0.13 0 0 0.11 0
Range N ′ 29095 41018 57850 78867 81213
Search L 15 16 16 17 17

[8] Db 0.94 0.94 0.94 0.94 0.94
AvgNo 10.3 15.0 10.3 15.9 10.6

Binary L 23 22 31 26 31
Tree Db 0.5 0.59 0.06 0.38 0.06
[9] AvgNo 14.1 14.6 15.5 15.8 16.5

Proposed L 16 16 17 17 17
Binary Db 0.89 0.94 0.88 0.94 0.94
Tree AvgNo 13.9 14.4 14.9 15.3 15.4

TABLE III

PERFORMANCE COMPARISON WITH PREVIOUS SOFTWARE-BASED

SCHEMES

# of average # of worst-case Memory
accesses accesses size

Group hashing [5] 25.6 104 1500
Lulea [7] Not available 40 160

Range search [8] 10.3 16 367
Binary tree [9] 15.5 31 343

Proposed binary tree 14.9 17 343

than the tree of [9] in the average number of memory accesses
and a lot better in the tree depth.

Table III shows the performance comparison with other
software-based schemes for Mae-West-2 routing data in terms
of the number of memory accesses and the required memory
size. For the group hashing [5], we assumed that sequential
hashing is performed. Lulea algorithm [7] requires the smallest
size memory, but it has poor performance in number of
worst-case memory accesses. The range search shows the best
performance in the number of memory accesses. The proposed
scheme shows good performance in overall metrics. Since the
required number of memory accesses of the proposed scheme
is O(log2 N) which depends on the number of prefixes not
on the length of prefixes, it is easily scaled to IPv6.
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